
rootoftwo USRAO AI Transparency Documentation 
 
The below information appears in the printed handout and wall labels related to the exhibition 
and the individual works.  
 
Anyspace? Whatever. 
Consent + Transparency // 
 
Co-Creation // As you explore the exhibition Anyspace? Whatever., you will encounter works 
created using Artificial Intelligence. Every work required human intuition, critical judgment, and 
artistic intent to exist. The algorithms did not act alone; they were guided, challenged, and 
shaped by human hands and minds. rootoftwo acutely recognize the profound complexities and 
systemic harms embedded in how AI is currently being stewarded and deployed, including the 
deeply extractive inclinations of the leading companies. Through this exhibition rootoftwo are 
attempting to actively highlight and negotiate these tensions. Each work has a Human-Machine 
Collaboration icon to provide an immediate way to understand the degree to which digital 
processes were used in the creation of the works. The icons are developed by Dubai Future 
Foundation. https://www.dubaifuture.ae/hmc/ 
 

 
 

 

https://www.dubaifuture.ae/hmc/


The Rotunda // 
 
The below is the linked and wall label text that accompanies the work. It is accessible via QR 
code with a shortened form on the printed label. 
 
The Rotunda functions as a responsive and evolving installation, listening and responding to 
your voice and movement. It utilizes Speech-to-Text (STT), Conversational Agents (Large 
Language Models - LLM), and Text-to-Speech (TTS) technologies to engage with you. The 
boundaries, personality, and philosophical scope of the conversational agents were meticulously 
programmed and curated by the artists and their team of creative technologists and 
programmers at Minima, a tech cooperative. 
 
Location Sensing // Sensors trigger the conversational agent to respond to visitors. They are 
following movement in the space, akin to how automatic doors work. It is de-identified and no 
location data is saved. 
 
Consent // Consent is explicitly requested by the conversational agent, asking visitors to 
respond if they’d like to have a conversation. If consent is not given the system returns to its 
broadcast message and no recording or listening takes place.  
 
De-identified Voice // Your voice is not passed to the cloud or used to train LLMs.  
 
Data Retention // The speech-to-text translation and conversational processing happen in 
real-time on a local server. The translated text is stored and passed to the cloud for content 
moderation and approval by an LLM with human-in-loop as needed. Visitors should not include 
personally identifying data when speaking to the system. 
 
Data Generation // Translated text is stored and if it passes content moderation, it is used to 
evolve the work's broadcast message. It does so by adding to the LLM prompt used to generate 
text for the conversational agents' speech (output). This work does not involve training public or 
private AI models. 
 
Models // The voice-interactive AI system in The Rotunda uses a hybrid architecture that splits 
processing between on-site local hardware for low-latency audio capture and cloud APIs for 
language generation, voice synthesis, and semantic search. 

Local AI Models (On-Site Mac Mini M4) 

●​ faster-whisper: Runs locally on Apple Silicon to perform near-instantaneous 
speech-to-text (STT) transcription of visitor responses (configurable from tiny up to 



large-v3, with the base model running by default).​
 Text 

●​ Silero VAD: An always-on local Voice Activity Detection model that monitors microphone 
feeds to sense visitor presence and initiate interactive sessions.​
 Text 

Cloud-Based AI Models (Serverless Cloud Backend) 

●​ OpenAI gpt-4.1-mini (Primary LLM): Handles creative dialogue generation, archetype 
responses, broadcast script writing, and automated content moderation.​
 Text 

●​ Anthropic Claude Haiku (Fallback LLM): Acts as an automated cross-provider fallback 
(claude-haiku-4-5-20251001) to maintain system uptime if the primary LLM fails.​
 Text 

●​ ElevenLabs eleven_v3 (Primary TTS): Converts generated scripts into expressive 
speech, driving the specific archetype voice personalities and evolving ambient 
broadcasts.​
 Text 

●​ OpenAI tts-1 (Alternative TTS): Functions as a secondary text-to-speech provider.​
 Text 

●​ OpenAI text-embedding-3-small: Creates 1536-dimensional vector embeddings used 
to index and perform semantic searches across both the curated canon and visitor 
community corpora.​
 Text 

●​ OpenAI Whisper API (whisper-1): Serves as a cloud-based speech-to-text engine for 
secondary community ingest processing and administrative re-transcription. 

The Rotunda UX/User Journey // 
 
The Rotunda is an interactive sound pavilion that invites you to share your perspective and 
reshape the overarching message of a "smart city." 
 
The Step-by-Step Experience 
 

●​ Outside the Structure: As you approach, four external loudspeakers broadcast an 
authoritative, male voice reciting polished corporate slogans about data collection, 
automated efficiency, and tech-driven city living. 

●​ Entering the Space: The moment you step through the doorway into the interior, the 
outside corporate announcement cuts off. One of four custom AI personas—the Runner, 
Drone Jockey, Data Courier, or Cybersurgeon—greets you in the quiet space. 

●​ Starting the Conversation: Standing near the center of the room for two seconds and 
speaking aloud prompts the AI to ask for your permission to ask you a question about 
urban life, privacy, or technology. 



●​ Privacy Check: If you ask the system about your privacy rights, it explains that no audio 
recordings are saved or uploaded to the cloud. Only a written text transcript of what you 
say is sent forward for review. 

●​ Answering the Question: Once you give consent, the AI asks a question tailored to its 
persona. The system waits quietly while you respond, thanks you for your input, and 
says goodbye. 

●​ Reshaping the Broadcast: If your statement passes content moderation, its transcript 
joins a growing collection of visitor responses. Over the weeks of the exhibition, the 
exterior speakers slowly evolve—shifting away from the original corporate propaganda 
into a female elder's voice reading back the words, concerns, and hopes shared by the 
community. 

 
Example Audience Exchanges 
 
Example 1: The Data Courier 
 

●​ Broadcast AI: “Citizens, as the copper arteries of our city pulse with data, rest assured 
your freedoms remain dignified—human hands, not merciless machines, shepherd 
privacy, kindness, and trust through our bustling downtown streets. Advance 
confidently!” 

●​ AI: "Welcome. If you have a moment, may I ask you a question about who controls your 
digital footprint?" 

●​ Visitor: "Wait, are you recording my voice right now?" 
●​ AI: "Nothing is recorded or saved to the cloud as audio. Only a text transcript of what 

you say is checked for moderation. Do I have your permission to ask a question?" 
●​ Visitor: "Okay, go ahead." 
●​ AI: "If the fine print about your data was easier to read, what is one thing you would 

really want clear before clicking 'agree'?" 
●​ Visitor: "I want a clear promise that the city will never sell my location data to private 

advertisers." 
●​ AI: "Thank you for sharing your thoughts. Goodbye." 

 
Example 2: The Runner 
 

●​ AI: "Hello. Do I have your consent to ask you a question about moving through the city?" 
●​ Visitor: "Yes, you do." 
●​ AI: "If the city tracks every step you take, what is one change you would make to streets 

or buses so everyone can move without feeling watched?" 
●​ Visitor: "I would make public transit fully connected across all neighborhoods so people 

can travel freely without feeling followed by cameras." 
●​ AI: "Thank you for your response. Goodbye." 


